What is IPE?


Integrated Predictive Error (IPE) is a metric designed to assess the cumulative error of a stream of predictions made over time for a single event. The IPE metric assigns a single number to the stream of predictions based on how far off (in absolute value) the predictions were from the actual event. This number is called the IPE of the event. The most typical applications are measuring predictions in the departure time or arrival time of a flight. The IPE metric generalizes the “snapshot” method in which predictive errors are computed at single points in time.  IPE is robust with respect to a small number of outliers in the prediction stream, provided that they are left uncorrected for short periods of time. 


The underlying computation in the IPE metric begins by plotting the absolute error of each prediction as a discrete function of time. This discrete function is converted into a step function by projecting each predictive error until the time of the next prediction. Finally, the step function is integrated (over time) to arrive at the IPE value. 





Example: 


Suppose that an airline has submitted an estimated time of departure ETDt for a flight at each of the times t0, t1, t2, and  t3,. Let ARTD be the actual time of departure of flight f.  Then the predictive error at time t is defined by perr(t) = |ETD(t) ( ARTD|.  Under the assumption that the most recent update submitted by the airline is its current best estimate, we can represent these updates by line segments, as in Figure 1. The vertical axis of the graph intersects the horizontal axis at the point in time at which the flight actually departed.  The black dots correspond to the errors of the respective ETD’s. A high dot indicates a poor estimation.
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By going uncorrected for a length of time, each ETD defines a block of area (A0, A1, …) (see Figure 2). The IPE metric sums these areas to arrive at a final IPE value for the flight. Mathematically, this is the same as integrating the step function. An estimate left uncorrected for a long period of time will add significantly to the value of the IPE. Therefore, lower IPE values reflect a better stream of predictions. The lowest possible value is of course zero, indicating that there was no error in any of the predictions. 
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Variations on IPE:


When computing an IPE integral, it may be desirable to devalue the error of estimates that were formed long before the actual event. For instance, in the case of departure prediction, an error of 60 minutes made 12 hours prior to departure does not seem as significant as an error of 60 minutes made just 2 hours before departure, when it becomes harder for users of the estimate to compensate for the error. One variation on the IPE metric is to apply a dampening function to the step function before it is integrated.  One such possible dampening function is shown in figure I-3. 
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This particular dampening function assigns very little weight to predictions made six hours in advance and nearly full weight to predictions made very close to the actual event. The dampening function need not be a continuous function.  


From a programming standpoint, it is preferable to dampen after integration. The most general method would be to (1) divide the overall time interval into a sequence of k contiguous sub-intervals 





[t1, t2], [t2, t3], …, [tk, tk+1],





(2) compute the corresponding sub-integrals, I1, I2, …, Ik and (3) assign a weight wj to the jth integral before summing to arrive at the final IPE value:





IPE = w1 I1 + w2  I2 + … + wk Ik





The value of the weights is at the discretion of the analyst but most likely, the lower the index, the lower the value.  


This block-wise method of computing the IPE integral has the added advantage that the jth integral can be omitted from the final summation in order to compensate for anomalies (such as bad data feed) that may have occurred during the  jth time interval (this is done by setting wj = 0). In this respect, the IPE metric can be adapted to screen out undesirable data and outliers. 
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Units of IPE and their interpretations


Since an IPE value is the result of integrating time related predictive errors over time, the units of IPE are time-squared. For instance, if both the predictive error and the interval of integration are measured in minutes, then IPE is in units of minute-minutes (or minutes squared). 


When IPE is applied to the predictive accuracy of the departure time of a flight, a more practical unit can be formed by measuring the predictive error in minutes and the time span in hours. The final units are minute-hours which have the following natural interpretation: suppose that the stream of predictions (ETD’s) is measured over one hour. Then an IPE of 10 minute hours is equivalent to an error of exactly ten minutes for the entire one hour period. Phrased another way, the average error over the one-hour period is 10 minutes. 


Even under this interpretation, one must be careful when comparing IPE values taken over two different time intervals. For instance, suppose that for four hours, an airline sent in a continuous stream of predictions of 12:10 for the departure of a flight and that the flight actually departed at 12:00. Then the plot of the (absolute) predictive error for this flight would be a straight line at ten minutes. Let In be the IPE integral taken over n hours prior to departure. Then I1 = (1 hr)(10 minutes) = 10 minute-hours. However, if the predictions were tracked over the first 2 hours prior to departure, then I2 = (2 hr)(10 minutes) = 20 minute-hours. This could be misinterpreted to mean that the airline was, on average, “20 minutes off” in its estimates. So, it is desirable to divide the final IPE integrals by the length of time over which they were taken. Let us define the quantity





ipen = I2 / n .





Then ipen and ipem  have meaningful comparison for � EMBED Equation.2  ���. In the foregoing example, we have that





ipe2 = I2 / (2 hr.) = (20 minute-hours) / 2 hr. = 10 minutes 


ipe1 = I1 / (1 hr.) = (10 minute-hours) / 1 hr. = 10 minutes 





and so each quantity is an accurate reflection of the predictive error. In general, ipen is the average (absolute) predictive error taken over n hours prior to the event. One should be careful, however, not to over-interpret ipen when a dampening function has been applied. Moreover, ipen is undefined for values of n which are larger than the length of time of the stream of predictions. This can be surmounted, however, by assigning a default value when predictions are absent from the stream. For instance, if a flight has a stream of departure predictions over four hours, then ipe6 could be computed by setting the ETD’s in the fifth and sixth hours prior to departure equal to the scheduled time of departure
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