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Introduction


	The process of transferring slots among airlines during a ground delay program, which has come to be called compression, involves a number of tricky questions.  Some of these questions have not yet been answered.  Some were answered a couple years ago, but these questions need to be raised again so that the new players (including me) become aware of how these questions have been answered and because, with the passage of time, a different answer might now be called for.


	The best way to expose these questions to the group, it seems to me, is not in a system requirements document, which has a somewhat restrictive format, but rather in a less formal memo.  Therefore, the purpose of this memo is to set out these issues in a way that facilitates the process of discussing and settling them.  This memo is only concerned with the ideal form of compression that will be implemented in the long run; it does not discuss the possible features of any short run, partial implementations of compression that might be experimented with over the next couple of months.


	This subject is complicated, and I have probably made all kinds of errors, so don’t assume that something is correct just because it is written down.  If you see something that doesn’t look quite right to you, please bring it up.  Also, remember that the goal is to give the FAA and the airlines the system that they want; if you see some aspect of the proposal that isn’t how you think it should be, please suggest your preferred alternative so the group can talk it over.


	This memo is largely based on what I have learned from the writings and conversation of Mike Wambsganss.  I would like to thank Mike for his help, but Mike should not be blamed for anything written here.


	This memo is organized in the following way.  Some new terminology is first proposed.  Then, since our current plan is that initially all flights will be Class I flights, the case in which all flights are Class I flights is discussed.  Finally, the more complicated case in which there are both Class I and Class II flights is treated.


�Terminology


	In the past we have used the term open slot in two different senses.  First, if an airline owns a slot but no flight is assigned to it, that slot is said to be open.  Second, if an airline turns a slot over to the compression algorithm, then it is also said that this is an open slot.  I suggest that we keep the first meaning and that we use the term released slot for the second meaning.  Moreover, the message that turns this slot over to compression, which formerly was called an open slot message, will now be called a released slot message.  The airline that releases the slot is called the releasing airline.


�Case 1:  All Flights are Class I Flights


	The benefit of compression.  The general motivation for the compression algorithm is that it allows arrival slots slots that would otherwise go unused to be filled.  More specifically, an airline might have an arrival slot during a ground delay program that it cannot use because it doesn’t have a flight that leaves early enough to fill that slot.  Therefore, this airline relinquishes that slot to the pool of slots to be used for compression.  A flight of another airline is moved up to fill that slot; the slot that that flight moves out of is then freed.  This freed slot is filled, if possible, by a flight of the airline that originally released the slot, and otherwise by a flight of another airline.  This means that the releasing airline, in return for releasing a slot that it cannot use, gets back as soon as possible a slot that it can use.  In this way the airline that released the slot is benefited since at least one of its flights gets moved up, and other airlines also benefit since their flights potentially get moved up.  In short, the benefit of compression is that a slot that would go unused if it remained under the control of this airline is placed in the pool for compression; this slot will be filled with a flight, and this will prevent the inefficiency of a slot, which is a scarce and valuable commodity during a ground delay program, from going unused.


	Release of slots.  Before compression can happen, it must be the case that an airline releases a slot with a released slot message.  That is, whenever an airline finds that it has an open slot that it cannot use, it sends a released slot message to ATMS to indicate that it relinquishes ownership of this slot.  ATMS then places this slot into the pool for compression.  [Would airlines ever want it to be the case that FSM would detect, say, that a bad citizen airline was sitting on an open slot and not releasing it to compression?  Should ATMS then take that slot away from the airline?  Or can we rely on the benefit of compression to be enough to give an airline the incentive to release any slot that it can’t use?  Is there an algorithm that could be used to determine when a slot should be taken from an airline that the airlines would agree to?]


	The timing cycle.  As time passes, ATMS will accumulate a list of released slots.  Periodically it will exercise the compression algorithm to assign flights to these slots, if possible.  One might think that the compression algorithm would be exercised every time ATMS received a released slot message.  The problem with this is that whenever the compression algorithm is exercised, potentially many flights will be moved from one slot to another.  This means that if many released slot messages are received, the list of flights might be frequently changed, and this instability would make it difficult for the airlines to plan and make substitutions.  For this reason the compression algorithm is exercised only once every, say, thirty minutes.  Exactly when the compression algorithm is exercised is an issue that needs to be settled.   While this is an important issue, it probably is not important to the design of the software, so this memo will not discuss this issue further.


	The compression algorithm.  Whenever it is time for compression to take place at an airport where a ground delay program is in effect, the following steps are carried out.


1.	Construct the list of released slots.  List the released slots at an airport in the order in which airlines released them.  [By ordering slots according to when they are released, this gives an airline an incentive to release a slot as early as possible.  An alternative is to order the released slots according to the slot’s arrival time.]


2.	Construct two lists of controlled flights, one for the releasing airline and one for all other airlines.  These lists are ordered by the controlled time of arrival (CTA) for those flights that have CTAs.  Those flights that have been pushed beyond the end of the program and do not have CTAs are ordered by scheduled arrival time.  These are the flights that are eligible to be moved up by compression.  [How will it be determined what airlines are participating?  What is to keep an airline that never releases a slot from going along for a free ride?]


3.	Try to move flights into the slots on the list of released slots.  To try to fill the released slots with flights, use the following algorithm.


a.	If there is another slot to be filled on the list of released slots, go to step 3.b.  If not, go to step 4.


b.	Go down the list of flights of the releasing airline; if a flight is found that can be moved into the released slot, then do so.  If such a flight is found, then this might create a new released slot, namely the slot that this flight was moved out of; if this is the case, repeat step 3.b with this slot; if this is not the case, go to step 3.c.


c.	Go down the list of flights of all other airlines; if a flight is found that can be moved into the released slot, then do so.  If such a flight is found, then this might create a new released slot, namely the slot that this flight was moved out of; if this is the case, go to step 3.b; if this is not the case, go to step 3.a.


4.	Return slots that cannot be filled to the releasing airlines.  If there are any released slots that cannot be filled by step 3, these slots are returned to the releasing airline.  Each of these slots then becomes an open slot that belongs to that airline, and that airline can do whatever it wants with it, i.e., move a flight into it, again release it for the next round of compression, or hold onto it.  [An alternative to returning the released slot to the releasing airline is to hold it in the pool of released slots and save it for the next round of compression.]


5.	Send out the new slot assignments.  When the list of released slots has been traversed and as many as possible have been filled, compression is completed and FSM sends the new assignments of flight to slots to the airlines.


There are a number of complications to this algorithm that need to be discussed.


	Tighten–up assumption.  Steps 3.a and 3.b say that a flight will be moved into a slot if possible.  This needs to be clarified.  It is assumed that an airline always wants a flight moved earlier in time during a ground delay program as long as the following conditions are not violated.


Minimum notice time.  An airline might require a minimum notice time before take–off.  For example, suppose that American sets the minimum notice time at 30 minutes.  This would mean that if compression wants to move a flight up so that it departs at 1400, then American must be informed of this by 1330 at the latest.


Earliest allowed departure and arrival times.  An airline is allowed to use a CDM modify message to set the earliest departure and arrival times that it will accept for a flight; these earliest allowed times are fields T7 and T8, respectively.  By default, these times are derived from the departure and arrival times given in the OAG (or the flight plan, if available).  For an example of a possible use of these times, consider a flight whose runway departure time derived from the OAG was 1400 but whose runway departure time was delayed to 1500 by a ground delay program.  If a mechanical problem arises and the flight cannot depart before 1430, then the airline can use field T7 to communicate this to ATMS, and then compression will not assign this flight an earlier runway departure time than 1430.  If the airline did not modify fields T7 or T8, then compression would be allowed to move the flight’s runway departure time up as early as 1400.


	The compression algorithm uses the following assumption.


Tighten–up assumption:  During a ground delay program, an airline always wants a flight moved earlier in time, as long as this does not violate the minimum notice time or the earliest allowed departure and arrival times.


[Is this an acceptable assumption?  Also, we have not yet talked at length about the minimum notice time.  The discussion above makes the simplest assumption, which is that each airline can choose its minimum notice time, but a single airline will have the same minimum notice time for every airport and every flight.  If desired, an airline could be given more flexibility.  For example, would an airline want to be able to set different minimum notice times at different airports?  If so, how often will the airlines want to change this time?  Or do the airlines want to be able to set the minimum notice time for each flight; if this were desired, a field could be added to the Flight Database that would store the minimum notice time for each flight, and an airline could change this with a CDM modify message.]


	Minimum movement.  In the algorithm above, a flight will be moved up even if it is only moved up one minute.  To prevent lots of small movements, should a flight only be moved up only if, e.g., it moves up at least five minutes?  This minimum movement corresponds to the parameter D in Mike’s April handout on compression; FSM currently sets D to one minute; that is, FSM currently uses the algorithm as described above.


	Extra window for the releasing airline.  The algorithm above gives the releasing airline the first shot at a slot, but otherwise the releasing airline is treated the same as other airlines.  Should the releasing airline be given more flexibility?  Consider an example of a slot at 1400.  Suppose that the releasing airline has a flight that would be eligible for that slot except that its earliest arrival time is 1405.  Should this flight be allowed to fill this slot?  That is, the slot’s time would still be 1400, but it would be filled by a flight that is expected to arrive at 1405.  If this is desired, then the algorithm could allow a flight of a releasing airline to fill a slot if its arrival time was within, say, 20 minutes, of the slot’s time.  This extra time interval given to the releasing airline corresponds to the parameter w in Mike’s April handout on compression.  FSM currently sets w to zero; that is, FSM currently uses the algorithm as described above.


	Applying the algorithm a second time.  After the algorithm has been applied, is there any reason to apply it a second time to the list of remaining, unfilled slots?  Is it possible that a second application of the algorithm might fill a slot that was not filled by the first application?  As Mike has pointed out to me, if the specialist increases the value of the parameter w on a second application, then additional slots could be filled.  Otherwise, I don’t think that a second application would fill any slots, but I haven’t thought this through yet.


	First attempt to assign a released slot.  Consider step 3.b.  When the algorithm looks to fill a slot, it always looks first to the releasing airline to see if it has a flight than can fill the slot.  The question is: Should the algorithm do this when it first tries to fill a released slot?  That is, it could be argued that if the releasing airline wanted to fill this slot with one of its own flights, it could have, so the compression algorithm shouldn’t try to second–guess the airline and do what he airline could have done but elected not to.


	Filling slots at the end of a program.  One hole in the algorithm described above is that it does not make any special provisions for what happens at the end of a program.  Consider an example.  Suppose that a program ends at 1359 and that the last slot is at 1358.  Suppose further that the 1358 slot is a released slot, and that it is filled with a flight from an airline that is not the releasing airline and that was delayed beyond 1359.  When this slot is filled, there is no other slot that is freed because the flight that filled it did not have a slot.  If the program is not extended, this causes no problem.  If, however, the program is extended, then the effect is that the slot was lost to the releasing airline.  Is this an effect that we should worry about?  If so, one possibility is to stop the compression process when the last flight of the releasing airline is moved up; the slot that is freed is returned to the releasing airline as an open slot.  [A problem with this is that, depending on the times, the last flight of the releasing airline might not get moved up.]  There are various other options; rather than going into them here, we can discuss them at the meeting.


	An example.  A hypothetical example will show how the process of compression might work.  Suppose that Delta has a slot that it cannot use and that it sends ATMS a released slot message for this slot.  When the compression algorithm gets to this slot, it will first look at the Delta flights to see if one can be moved into this slot; if no such flight is found, then it looks for flights of other airlines to try to find one that can be moved into this slot.  Suppose that it does move a flight from some other airline into this slot.  The algorithm now looks to see if a Delta flight can fill this freed slot.  Suppose that no Delta flight can fill it; the algorithm then looks for another flight from another airline to fill it.  Suppose that this process continues with successive freed slots being filled with flights from other airlines.  At some point a freed slot will open up, and there will be a Delta flight that can be moved into this slot.  Therefore, this flight is moved into this slot, and the process of filling freed slots continues.  Note that Delta, as the releasing airline, always has first chance at a freed slot.  It might be that once a freed slot is filled with a Delta flight, the next ten freed slots will be filled with Delta flights.  If the eleventh slot cannot be filled with a Delta flight, then compression will fill it with a flight from another airline if possible.


	The advantage to Delta is that it exchanged a slot that it could not use for a slot later in time that it could use.  The advantage to the other airlines is that some of their flights were moved up in time.


	Summary.  In short, compression, as defined above, will move up as many flights as possible, where priority is always given to the airline that originally released the slot that started the process.  The essence of compression, then, is that a releasing airline temporarily gives up a slot, flights of other airlines can take advantage of that released slot and be moved up, and the slot is then returned to the releasing airline at a later time that it can use.  The discussion above makes it clear that there are many different ways that the compression algorithm could be implemented.  Which of these options should be implemented or experimented with?  A list of questions that summarizes the issues is at the end of this memo.


�Case 2:  There Are Both Class I and Class II Flights


	While initially we expect all flights to be Class I flights, we must be prepared for there to be Class II flights as well.  The idea behind Class II flights is to remove the incentive for an airline to create extra flights that it could use to abuse the system.  We have talked of limiting the substitution privileges for Class II slots.  For example, if an airline cancels a Class II flight, then the airline forfeits that flight’s slot and cannot substitute another flight into it; this means that the airline has no incentive to create dummy flights to get slots that it can substitute into.  Our working definition of a Class II flight is that is is a flight that is created less than forty–eight hours before its departure.


	This same logic implies that compression should distinguish between various types of slots that can be used for compression.


Released, Class I slots: These are slots that contained a Class I flight and that an airline transferred to the compression pool with a released slot message.


Released, Class II slots: These are slots that contained a Class II flight and that an airline transferred to the compression pool with a released slot message.


Forfeited, Class II slots: These are slots that contained a Class II flight and that that ATMS took away from an airline when it modified that Class II flight in a forbidden way, e.g., it canceled a Class II flight.


	A released, Class I slot should be treated in exactly the same way as it was treated in the algorithm above.  The Class II slots, however, whether explicitly released or forfeited, should be treated in a different way.  The reason is that the algorithm above gives priority to the airline that released (or formerly owned) the slot, and we do not want to do this for these Class II slots because that would then give an airline an incentive to create extra flights in order to garner extra Class II slots.  Since we want to eliminate such incentives, the algorithm above should not be applied to Class II slots.


	Therefore, when there are Class II slots, the algorithm above should be amended in the following ways.


Instead of drawing up two lists––one list of flights belonging to the releasing airline and one list of flights belonging to other airlines––draw up only a single list of flights of all airlines.


Instead of filling a slot first by looking at the list of flights belonging to the releasing airline and then looking at the list of flights of other airlines, look only at the single list of all airlines.


Whenever compression moves a flight from one slot into another, the slot type that the flight was moved from is assigned to the slot that it moves into.  For example, if a flight in a Class I slot is moved by compression into another slot, then its new slot is designated to be a Class I slot, independent of whether it was previously a Class I or a Class II slot.


With these three changes, the algorithm above can be used, and airlines will have no incentive to create extra flights.  [Or will they?]


�Questions


1.	If an airline sits on a slot that it is not planning to use, is there any way for ATMS to detect this and to take this slot away from the airline?  Should this be done?


2.	When should the compression algorithm be exercised?  There are various alternatives.


At specific times independent of the particular ground delay program.  For example, compression could be exercised on the hour and on the half hour, or it could be exercised on the quarter hours.


At times set in advance by a traffic management specialist.  For example, a traffic management specialist could decide when compression would be exercised and then send out a message announcing this fifteen minutes in advance.


At times that depend on the state of the system.  For example, compression might be exercised whenever the number of released slots gets up to five.


3.	In what order are released slots filled?


In chronological order by the time of the slot?


In the order in which the slots are released?


4.	How will it be determined what airlines are participating in compression, i.e., which airlines will be eligible to have their flights moved up by compression?


5.	When a released slot is being filled for the first time, is there any reason to look at the flights of the releasing airline?


6.	If a released slot cannot be filled, should it be returned as an open slot to the releasing airline, or should it be retained in the pool of slots for compression?


7.	Is the tighten–up assumption acceptable?  That is, other than the minimum notice time and earliest departure and arrival time conditions, is there any reason why compression should not move a flight up in time?


8.	How do the airlines want to manage the minimum notice time?  Will an airline want this to be the same for all flights? Or perhaps the same for all flights at an airport but different for different airports?  Will an airline want to be able to use the modify message to change the minimum notice time for individual flights? 


9.	Should a flight only be moved up if it will be moved at least, e.g., five minutes?  That is, should the parameter D be set to a value greater than one minute?


10.	Should a flight of a releasing airline be allowed to fill a slot if that flight’s earliest arrival time is within, e.g., twenty minutes of the slot’s time?  That is, should the window parameter w be set to a value greater than zero?  Or should the specialist have the option of setting w to a value greater than zero?


11.	Suppose that the compression algorithm has been applied to the list of released slots, and unfilled slots remain.  Should the algorithm be applied a second time to these unfilled slots?


12.	Once a flight from the releasing airline is moved into a freed slot, should compression continue, or should it stop so that the releasing airline can then decide what further substitutions it wants to make?  Or should compression continue until, after a freed slot has been assigned to the releasing airline, continued compression reaches the point where the next freed slot would be given to another airline?


13.	Should there be any limit to how many flights are moved up by compression?  For example, if a program is four hours long and the first slot in the program is released, should we allow that to cause four hours worth of flights to be moved up?


14.	Should any precautions be taken at the end of a program to make sure that the releasing airline will not lose a slot if the program is extended?
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